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Motivation
Currently deep neural networks pose the state-of-the-art in computer vision tasks like
semantic segmentation. Semantic segmentation splits the pixels of an input image into
segments that are assigned to a fixed and predefined set of semantic classes. Examples for
their possible applications are automated driving and medical diagnosis, i.e., classification
and/or segmentation of CT images. Given the limitation of the corresponding semantic
space according to the definition, the ability to recognize and segment objects that lie
outside this space, known as out-of-distribution objects (OoD), is of utmost interest.
Since uncertainty estimation methods are sensitive to incorrect predictions, these methods
are a natural basis for OoD detection, but deep neural networks are unable to express
well-calibrated uncertainties regarding the predicted outcomes. To resolve this, the output
provided by the network can be used as evidence of a Dirichlet distribution. This Dirichlet
distribution provides a second order probability density over the whole semantic space
instead of a single class. This approach is called evidential deep learning (EDL).

Our Contribution
• We use EDL to estimate the uncer-

tainty of deep neural networks.
• We introduce a loss function based

on the Wasserstein metric, thus mod-
elling OoD cases geometrically.

• We implement EDL in the well-
known MMSegmentation framework.

• We demonstrate the performance of
EDL within the provided framework.

Loss Function Components
• Mean Squared Error:
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• Dice:
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• Wasserstein:

LW = E[ 1− py ]

• Kullback Leibler:

LKL = KL[Dir(α) ||Dir(1)]

Visual Comparison
Figure 1 Input Image

Figure 2 Ground Truth

Figure 3 Entropy Heatmap (CE based)

Figure 4 Uncertainty Heatmap (EDL based)

Evidential Deep Learning + Wasserstein OT
The overall idea behind evidential deep learning (EDL) is to enable the explicit expression
of uncertainty in the results obtained using a Dirichlet distribution (DD). This is done by
assigning belief masses, bk, to each possible outcome that corresponds to their absolute
frequency, also called evidence ek, during training. Within the EDL framework, the belief
masses implicitly define the assumed uncertainty u,

u+
∑

k∈{1,...,K}

bk = 1,

with K being the number of possible classes.
Furthermore, we consider S =

∑K
i=1(ei +K), the Dirichlet strength. The next step is to

use evidence to obtain the parameters (αk)k∈{1,...,K} for the desired Dirichlet distribution
by defining αk = ek + 1.
The main idea for OoD objects is the following reframing: the fact that an object is not
part of the training distribution implies that this learned distribution has not enough atoms.
Thus, we do not only need to introduce these atoms, but we also have to redistribute mass
of the density function accordingly. The best way to model this is using the Wasserstein
metric, a metric on the space of probability distributions which describes how much mass
has to be moved to get from one distribution to another.
Below we can see the effect a loss based on the Wasserstein metric (orange) has on a
probability simplex for K = 3, compared to the effect of the MSE loss (blue).
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We can see that the MSE loss pushes predictions towards the vertices of the simplex,
which is problematic for OoD input due to promoting misclassification. In contrast,
the Wasserstein loss keeps OoD predictions in the center of the simplex, thus avoiding
misclassification and maintaining high uncertainty for those inputs.
The overall intuition goes deeper than simple behavior on the simplex. By definition, the
existence of an OoD object implies that the distribution learned from training data, which
is discrete, has too few atoms. Thus, in order to recognize those elements, the support of
the distribution has to be extended to these new atoms. But this yields the next problem:
probabilistic mass is normalized. Thus, any new atom needs mass attributed to it that
was assigned to other atoms previously, which naturally leads to the usage of Wasserstein
metrics and optimal transport.


