
Generalization in Author Profiling

● Task: Given a collection of texts, identify characteristics of an author, 
like age, gender or personality.

● Applications in
○ Business Analysis: Tailored marketing, product recommendation
○ Text Forensics: Authorship authentication, support of legal 

investigations
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● N-Gram Features are the most prominent features for Author Profiling 
when using White Box Models

● RQ1: But how do deeper syntactical features perform across 
domains?

● RQ2: To what extent are embedding based methods capable to 
generalize over different domains and are such methods able to 
capture stylistic cues or do they focus on content information?

The problem !

● Selected datasets had to be reproducible, provide enough coverage 
and gender annotations

● The datasets cover different domains, like tweets, literary texts, 
reviews, blog data and reddit comments

● Datasets are provided in different sizes → Downsampling of large and 
imbalanced datasets, to obtain comparable, gender‑balanced subset. 

1. Data

● Dataset Performance: Compare the performance of white-box and 
black-box models across the datasets

● Cross-Domain: Test the generalization capabilities of black-box 
models: E.g apply a model trained on Reddit data to Twitter data

● Masking: Mask out content words and train black box models on 
these inputs → Are they capturing stylistic cues? (Similar to [2])
○ “Grand” Masking Scheme: Mask out Nouns, Main Verbs, 

Adjectives and Adverbs
○ “Lite” Masking Scheme: Only mask out Nouns

● Gender correlation: Which linguistic features correlate with which 
gender?

6. Results

Data statistics of the selected datasets

[1]: https://ntunlpsg.github.io/img/dt1.png
[2]: Wang, Andrew, et al. "Can authorship representation learning capture stylistic features?." Transactions of the Association for 
Computational Linguistics 11 (2023): 1416-1431. 

● White Box models are compared to Black Box models in the Author 
Profiling Task

● Previous work used
○ White Box: SVM, Logistic Regression, Random Forest
○ Black Box: BERT, RoBERTa, XLNET

● Additionally: GPT OSS 120B
● Baseline: Logistic Regression, SVM, Random Forest with TF-IDF 

Features
● Every user u is represented by the representation R, which is the 

concatenation of every text of a user.

3. Methodology

● Representative subset of features for white box models:
○ Lexical, for example Reading-ease scores, total number of chars, 

Ratio of special characters, Standard Deviation of word length
○ Morpho-syntactic

■ Frequency of comparative and superlative adjectives and 
adverbs, Named Entity Frequency

■ Dependency Parsing: Depth & Width of the dependency tree, 
Ramification Factor

■ Discourse Parsing: Frequency of each EDU-Relation (Contrast, 
Cause), Nucleus - Satellite Relationship

4. White‑Box Features

Example for Discourse Parsing, Source [1]

5. Experiments

● The Baseline (Logistic Regression with TF-IDF-Features) yields a comparable 
performance to Black Box Models on PAN 14, and yields the highest scores 
on PAN-17

● Feature based models yield the lowest scores on PAN-17 and perform worse 
than the baseline overall

● RoBERTa which was applied cross-domain from PAN-14 to PAN-17 yields a 
score of 0,68 Accuracy on PAN-17 - a striking result given this domain shift.

● The Grand Masking Scheme lowers the performance on the PAN-17 dataset 
only slightly for Black-Box Models
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