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Aggregated Transformer Attention Measures
Predict Reading Times Beyond Surprisal

...but word position masks their contribution

Main results: attention effects beyond surprisal

B Transformer language model (LM) surprisal strongly predicts reading times
(RTs)!'"] but does not fully explain sentence processing. ! I

B Memory-based theories predict processing slow-down from retrieving, main-
taining, and integrating previous linguistic material. [2- 10]

B Attention is interpretable as cue-based retrieval; attention entropy explains
similarity-based interference and RTs complementary to suprisal. >8]

Idea: use model-internal attention patterns as proxies for additional memory-

related processing theories.

B Head-averaged unscaled metrics improve RT prediction. Entropy, distance,
activation and difference yield positive effects of roughly 3 ms per SD.

B Global aggregation is weaker and insignificant for entropy. Averaging
attention distributions can wash out head-specific structure.

B Context scaling removes the effect. Normalised variants do not show
reliable positive effects after correction.

Unnormalised attention metrics predict longer go-past times
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Self-attention distributes weight over previous tokens. When treating it as soft g, ! * = o
retrieval, attention can be linked to memory-based processing theories.
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ACtivation retrieval Of nOn'refreShed itemS deCay / reCenCy[4] Error bars show approximate 95% Wald Cls. Stars mark BH-corrected q < .05.
Difference linear shift in attention focus!®! reallocation B Caveat: tests are non-  Noattention measure survives control for position
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Predlcttlon.oI .hlg?er attention-derived cost should be associated with longer oosition in the sentence as Position - (3~ 0'goe) (3.2 0.424) (p=0.224) (5=0332) || o5 3
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Attention weights: incorporate value and output transform vector norms!®! lated; the analysis cannot ! ' ! ! !0-0m

- g - p p Identlfy WhICh mechanism Entropy Distance Activation Difference
Aggregatlon' iS more p|ausib|e_ Cells show BH-corrected g-values; raw p-values are shown in parentheses.
Head-averaged (local) Global
compute metric per head — average metric values average attention matrices — compute one metric Take_away: a" tested attention measures provide

modest gains beyond surprisal, strongest when
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#I N W ! — length; but the sighal overlaps with sentence position.
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Head 3 —> m(A3) — Head 3 — H Zoh T h : .
!Eh N N Baseline LMEM estimates — Estimate SE
. . 5 i) | 3 3 mh) | LM benchmarlf on sen’f[ince-contexts intercept 582 01 5 36
GPT-2 medium IN parentneses
preserves head-specific structure treats the model as one pooled retrieval process ( P ) v frequency -[.77 1.95
. Split Train Validation length 23.11 2.12
Scaling: entropy: m(A)/logi surprisal 8.07 1.21
[5] | o | Y: N | loss 2.93 3.45 P ' L
distance, activation, difference:  m(A)/(i — 1), for context length i . length.1 -7.30 .23
perplexity 18.70 (70.39) 31.45 (72.96) : ‘
surprisal.1 4.65 22
Methodology epochs 8.8 surprisal.2  2.34 0.85
B[ M: GPT-2 medium-like, trained from scratch on sentence-level Wikitext-103. B Effects are smaller than surprisal (approx. 1/3 of surprisal effect).
B RT data: Provo eye-tracking (ET) corpus. B [he disappearance of effects in the presence of position does not neces-
B Dependent variable: go-past time (GP, all fixations until eye leaves to the right). sarily make the effects spurious: position in the sentence may itself reflect
B Baseline: frequency, length, surprisal and spillover predictors. increasing memory demands.
B Test: add one AM and compare nested linear mixed-effects models (LMEM). B GP includes regressions, which may amplify context-length effects. Further
GPT ~ 1 + freq + len + surp + len.1 + surp.1 + surp.2 + AM + (1 + freq + len tests on earlier ET measures and self-paced reading times are necessary.
+ len.1 + surp + AM || subject) + (1 + AM || word) + (1 + surp + surp.l || m\We used a transformer with more heads than previous studies!® 7I; entropy
paragraph) + (1 + AM || sentence) + (1 + freq + len.1 + AM || abs.pos) might get less informative when many specialised heads are aggregated.
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