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Automated Registry Documentation with Large Language Models

Reconstructing longitudinal disease courses from clinical letters

Jan van Grimbergen

G Background

The EMCL registry. The European Mantle Cell Lymphoma (EMCL) registry collects
longitudinal data on the entire course of the disease — first diagnosis, every relapse
and progression, treatment and outcomes — across multiple centers for clinical
research.
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a Aim & novelty

Aim. Automatically and reproducibly extract a registry-ready set of tables from raw
scanned documents.
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Longitudinal reconstruction. Existing LLM tools map one document to one table,

Documentation is a bottleneck. Curating a single patient means

one date per document. Our pipeline detects clinical periods and rebuilds the

transcribing = 300 structured fields per clinical period from dozens of scanned

letters and reports. The clinician must reconstruct a timeline across documents,
harmonize inconsistent oncological terminology, and assign every value to the

correct clinical/treatment period (First Diagnosis, Relapse, Progress). A slow
resource-intensive work that limits real-world evidence generation.

Why naive automation fails. Rule-based methods cannot handle the
heterogeneity of unstructured clinical documents. LLMs can interpret context and
synonyms, but applied naively, they are not able to solve the task. They hallucinate,
miXx information between periods and lose details in long documents.

e Methods | End-to-end Pipeline Input: Scanned clinical letters and reports
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patient’s full timeline, placing every extracted value into the correct disease phase.

Privacy by design. All inference runs locally on the hospital HPC (Ollama); real
patient data never leaves the clinic.
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Applies to every LLM step:

guided decoding - explanation before value -

short per-document calls
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° Methods | Datasets

Development (n = 12 patients).
Up to 31 documents per patient, in-house clinical
letters and reports.

Internal hold-out (n = 6 patients).
Held-out Dusseldorf patients.
Reserved to test generalizability.

External register (n 2 153 patients).
Independent Mainz/ EMCL register cohort.
Only 1 document per patient.

For scale and external generalizability.

Results | Parameter Extraction
First Diagnosis vs Later Periods

Development cohort - Gemma 4 no reasoning
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All Periods [l First Diagnosis [l Progress/Relapse

Accuracy is stable across periods. For diagnosis,
characteristics and therapy, the first-diagnosis vs.
relapse gap stays under 2%. The exception is
therapy regimes, where the model missed several
entries in the later periods.

° Results | LLM Comparison

Development cohort

fast + accurate Period Detection

100 fast + accurate Parameter Extraction
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Best operating point: Gemma 4 without reasoning. Reasoning increases the quality
only minimally (< 3 %) at the expense of a 3x-18x runtime increase. Domain-tuned

Il reasoning

no reasoning

models (MedGemma) do not beat newer general purpose LLMs.
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a Conclusion

Feasible. A fully local, end-to-end LLM pipeline
can reconstruct longitudinal disease courses
from heterogeneous clinical documents and fill
EMCL registry tables automatically.

Accurate. In a proof of concept, the pipeline
reached 94% F1 for clinical period detection and
91% accuracy for parameter extraction, in about
20 minutes per patient.

Traceable. Evidence-bound extraction
(reasoning — quote — source — value) keeps
every output checkable by curators.

Efficient. Using the chosen model and
extracted tables, documenting a patient took
around 20 minutes, compared to the hours
required for manual extraction.

2n 91% ~ 20
parameter accuracy Minutes

o Next Steps

1 In-house validation — test generalizability on
the held-out Dusseldorf patients (n = 6).

2 External validation on the independent Mainz
cohort (n =2 153).
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